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Objective
Skilled Data science, Gen AI and MLOps specialist with 8 years of hands-on experience in deploying machine learning models and building scalable AI solutions using AWS,Azure, GenAI, and Langchain. Holding a Master’s degree in Artificial Intelligence and Robotics, Strong expertise in data science workflows, cloud-based deployments, and continuous integration/continuous delivery (CI/CD) pipelines. Expertise in developing and fine-tuning generative AI models. Proficient in leading teams and collaborating on projects focused on cutting-edge technologies in artificial intelligence and machine learning.
Data Scientist with extensive experience in developing & delivering end-to-end data science, Machine learnings products and solutions. Identified DS/ML use cases that creates immediate benefits to business. Lead highly innovative and vibrant team of Data Scientists, Data engineers in developing the next generation AI/ML enabled solutions. Build image classifier, NLP solutions, forecasting model, Recommender systems, Personalization solutions, Strong knowledge in Deep Learning, Statistical Analysis, Machine Learning, Hypothesis testing & A/B testing. Have analyzed & reported actionable insights & trends from Big Data and presented to the executives, strategic team, project sponsors in business-friendly terms. Have closely worked with Business & IT teams to create analytics workbench. 
Technical skills
AI/ Machine Learning & Statistics: Large Language Models - LLMs (Llama, Langchain), Auto ML, Generate AI, Prompt Engineering, , chatGpt, Retrival- Augmented Generation(RAG), OpenAI, Recommender System (Deep & Wide Neural Networks,Collaborative Filtering, Matrix Factorization),Time series forecasting, Text Classification, Document clustering, Latent Semantic Analysis, Model Evaluation (MAE, MAPE, MASE), CNN,RNN-LSTM, Attention Networks, NLP,NLU, Neural Networks, Boosted Trees, Regression, ConvolutionalNet,Word2Vec, Gradient Boosting,Classification, Regression, Random Forest, Clustering(K-means), SVM, Social Media Analytics, Sentimental analysis, Bagging, Boosting, Word Embedding, Text summarization, Swagger, Text parsing, TF-IDF, End to end model building, develop and deploy Predictive model building (Developed more than 50 models in various projects),Voice Biometrics, Intelligent Process Automation, Text labelling and Categorization, AWS Sage maker, pytorch, Tensorflow, bash, vector db, Azure ML

ML & Data Science Libraries: Tensor Flow, Keras, Caffe, Pandas, Numpy, Scikit learn, scipy, Data.table,ForecastHybrid OpenCV (image processing), Ggplot2, Caret, TM,Purrrr,NLTK, NLP(Natural Language Processing), Mahout, NER, AWS,Document clustering, Sentiment analysis, Text Classification, Deep learning, Spark, Pyspark, Chat GPT, Generative AI, Executive AI road map, client IT architecture solutions
Machine Learning Models: BERT, CNN, RESNET, Memory Network, RNN LSTM, RNN GRU, CONV1D, RandomForest, Gradient Boosting, GLM, ALS Matrix Factorization, Collaborative Filtering,LSA, PCA,SVD, 
Languages: R, Python,SQL,DAX, SQL server
Versioning tools: Git, Github.
Frameworks: FastAPI, Flask, SQLAlchemy, Pydantic
CI/CD & Automation: GitLab, Jenkins, Terraform, Docker, Kubernetes
MLOps: Model Monitoring, Automated Deployment, Model Versioning
Cloud Platforms: AWS (EC2, S3, Lambda, Ethena, Glue, SageMaker, CloudFormation)
Azure (Databricks, Azure OpenAI, Microsoft copilot, Blobstorage, Azure cognitive search, Pyspark)

Tools: Tableau, Power BI, R Studio, Jupyter Notebook, HDFS, Hadoop, SPARK, MS Visual Studio, TFS, SharePoint, Clear Quest, HSD, Rally, Microsoft office, SAS
Experience
AI Engineer
Grainger
Chicago, United States 
April 2024- Present

Project: AI-Powered Virtual Customer Support Agent
Objective: Build a conversational agent that uses GenAI to handle customer queries in real-time, providing accurate, contextually relevant responses and freeing up human agents for complex issues.
· Data Preparation and Preprocessing: Collect and preprocess a dataset of customer support interactions, annotated for intent, sentiment, and resolution.
· Model Development and Training: Fine-tune an LLM (e.g., GPT-3) on the support dataset to generate relevant responses. Incorporate intent recognition and sentiment analysis.
· Model Evaluation and Testing: Use metrics like perplexity and domain-specific evaluations (e.g., resolution rate) and conduct A/B testing for customer satisfaction.
· Ethics, Safety, and Compliance: Implement bias mitigation techniques, moderate sensitive content, and ensure GDPR compliance.
· Deployment and Integration: Deploy the model on AWS with API integration into the CRM system. Design the system for low-latency response times to support real-time interaction.
· Monitoring and Maintenance: Monitor the system for response accuracy and adjust the model based on new queries and error patterns. Regularly retrain the model to keep up with evolving customer language.
· Documentation and Knowledge Sharing: Document common troubleshooting steps and model behavior to aid support staff in understanding model limitations.
· Outcome: A customer support chatbot that reduces wait times and improves customer satisfaction by providing instant responses to frequently asked questions.

· Led the development of a GenAI-powered solution using the Llama model and Langchain for natural language processing (NLP) applications.
· Deployed custom Llama-based language models for text summarization and automated customer support.
· Integrated Langchain to enable advanced chaining of language models, enhancing interaction and context understanding across multiple AI tasks.
· Built a serverless architecture using AWS Lambda and API Gateway for scalable AI solutions.
· Reduced customer support response time by 40% using automated AI-driven summaries.
· Design and implement a scalable and resilient cloud infrastructure on AWS to support the virtual agent, ensuring high availability and fault tolerance.
· Optimize the architecture for cost-effectiveness, leveraging services like AWS S3 for storage, AWS EC2 or SageMaker for model training and inference, and AWS Lambda for serverless deployment.
· Ensure that the system is capable of handling high traffic volumes, especially during peak customer interactions, with auto-scaling and load balancing in place.
· Implement a RAG architecture where the conversational AI retrieves relevant documents or knowledge from a database or knowledge base to augment its responses, increasing accuracy and relevance.
· Develop and integrate an intelligent search layer (using AWS Kendra or Elasticsearch) to support document retrieval and enhance the quality of responses by using real-time, context-aware data.
· Ensure that the system can seamlessly retrieve relevant information from structured and unstructured data sources, such as FAQs, product manuals, or past interactions.
· Enhance intent recognition and entity extraction by developing custom NLU models (using AWS Comprehend or fine-tuned LLMs) to understand and classify user queries effectively.
· Implement sophisticated dialogue management systems that allow for multi-turn conversations with context retention, ensuring that the virtual assistant remembers previous interactions.
· Leverage the capabilities of Langchain for chaining together various NLP models and external APIs to support complex customer queries.
· Utilize AWS SageMaker for model training, experimentation, and deployment, streamlining the process of managing model versions and maintaining high accuracy.
· Set up real-time analytics dashboards using AWS CloudWatch, AWS QuickSight, or third-party analytics tools to monitor the performance of the virtual assistant, including key metrics such as response time, accuracy, and customer satisfaction.
· Experiment with A/B testing to optimize different conversation flows and measure improvements in customer engagement and satisfaction.
· Manage the CI/CD pipeline for model deployment, integrating version control and automation for model updates, using tools like AWS CodePipeline and AWS CodeDeploy.
Data Scientist
Metro Bank
London, United Kindom
Jan 2020-Mar 2024

· Built and automated CI/CD pipelines for machine learning models using AWS CodePipeline and CodeBuild.
· Integrated Docker for containerized model deployments, allowing for seamless environment replication across development, staging, and production.
· Automated model versioning and rollback mechanisms using AWS SageMaker and Lambda functions.
· Conducted continuous model monitoring and logging with CloudWatch, ensuring model performance over time.
· Implemented automated testing and validation scripts for data integrity checks and model accuracy.
· Managed data integration and validation processes for the Marketing Content Generator, leveraging Adobe Experiment Manager and Frontify API to enhance compliance and streamline marketing content creation.
· Developed and maintained a comprehensive data inventory, including T&Cs, guidelines, and image assets, to support dynamic content generation and improve alignment with organizational branding standards.
· Led the integration of AWS S3 for secure data storage and Azure OCR for image processing, enhancing the efficiency of the Marketing Content Generator in managing and retrieving compliant marketing assets and copy.
· Developed a comprehensive data inventory utilizing Postgres as a vector database and other storage sources to optimize data retrieval and ensure compliance with marketing guidelines and organizational standards.
· Collaborated with the MarTech and Marketing Execution Teams to ensure accurate intake and utilization of creative guidelines, optimizing the workflow for generating compliant marketing copy and creative assets.
· Implemented OpenAI's GPT models GPT-3 and GPT-4 models to automate the generation of high-quality, market-specific content, including product descriptions, promotional materials, and social media posts.
· Customized language models to align with brand tone and style, resulting in a 40% reduction in manual content creation time while maintaining consistency across various channels.
· Developed and optimized custom data mining algorithms to address unique project requirements and improve model performance.
· Continuously optimize existing LLM and generative AI models for improved performance, scalability, and efficiency.
· Developed a conversational chatbot for medical literature using the Retrieval-Augmented Generation (RAG) component, creating vectors with OpenAI embeddings and storing them in ChromaDB, Pinecone, FAISS, PEFT (LoRA, QLoRA).
· Utilized similarity search to interact with stored information, enabling the LLM model to respond accurately based on the retrieved data.
· Utilize knowledge of AI tools and frameworks, such as Langchain, LlamaIndex, and Semantic Kernel, to revolutionize data processing efficiency.
· Integrate advanced technologies to create robust AI models that enhance decision-making capabilities.
· Set new standards in AI-driven analytics and automation through innovative application of these frameworks.
· Orchestrated end-to-end MLops and General AI pipeline, including data preprocessing, model training, evaluation, and deployment, for seamless integration.
· Established CI/CD pipelines to automate model development and deployment, enhancing efficiency and reproducibility for both MLops and General AI models.
· Implemented robust monitoring and logging mechanisms to track model performance and ensure reliability in real-time for both ML and General AI applications.
· Implemented Azure MLOps pipelines utilizing tools such as MLflow, Kubeflow, and Airflow to streamline end-to-end machine learning workflows, ensuring reproducibility, scalability, and efficient model development and deployment.
· Collaborated cross-functionally to integrate MLops and General AI solutions into production systems, driving business impact and scalability.
· completeness, and consistency for your AI models experimentation (A/B testing) program in a high-test volume environment, driving product optimization and user experience improvements.
· Identify and address performance bottlenecks through thorough analysis and optimization techniques.
· Contribute to establishing best practices and standards for generative AI development within the organization.
· Developed NLP applications for text summarization, sentiment analysis, and named entity recognition tasks.
· Leveraged Python within the Databricks environment to automate data integration and analysis tasks across multiple datasets, resulting in a scalable solution that supported advanced analytics initiatives
· Optimized AI model deployments on Bedrock for low latency and high throughput.
· Integrating the NLP module with the CNN architecture using a Gensim multimodal fusion approach, which allowed the model to learn from both visual and textual information simultaneously.
· Applying the object recognition system to scanned documents and using Tesseract OCR and AWS Text Extract services to extract and classify text, tables, and other relevant information from the documents.
· Developing a post-processing module that used NLP techniques to analyze further and interpret the extracted text and generate structured data outputs.
· Create informative and Dashboard data visualizations to communicate insights to stakeholders using Tableau, Power BI(DAX).
· Developed and implemented a GraphQL API for a project management application, improving data retrieval and mutation efficiency.

Data scientist 
Vensai Technologies India Private Ltd, India
Jan 2017-Dec 2019

· Implemented data preprocessing, feature engineering, and model selection using Python (Pandas, Scikit-learn).
· Evaluated models using Cross Validation, Log loss function, ROC curves, and utilized AUC for feature selection, incorporating elastic technologies like ElasticSearch and Kibana.
· Addressed overfitting through the implementation of algorithm regularization methods such as L2 and L1.
· Implemented statistical modeling with XGBoost machine learning software package in Python to determine predicted probabilities.
· Formulated a basis for variable selection using GridSearch and KFold for optimal hyperparameters.
· Utilized numpy, scipy, pandas, nltk (Natural Language Processing Toolkit), and matplotlib to build the model.
· Applied various Artificial Intelligence (AI)/machine learning algorithms and statistical modeling techniques including decision trees, text analytics, natural language processing (NLP), supervised and unsupervised learning, and regression models.
· Utilized Principal Component Analysis (PCA) in feature engineering to analyze high-dimensional data.
· Performed Data Cleaning, feature scaling, and feature engineering using pandas and numpy packages in Python and built models using deep learning frameworks.
· Created deep learning models using Tensorflow and Keras by combining all tests into a single normalized score to predict residency attainment.
· Used XGB classifier for categorical variables and XGB regressor for continuous variables, combining them using FeatureUnion and FunctionTransformer methods of Natural Language Processing.
· Proficient in Descriptive Statistics, including calculating mean, median, mode, variance, standard deviation, range, and percentiles to summarize and describe features of datasets.
· Experienced in Probability Distributions, with a strong understanding of modeling data distributions such as Gaussian (Normal), Bernoulli, Binomial, Poisson, and Exponential distributions.
· Skilled in Hypothesis Testing, utilizing t-tests, ANOVA, chi-square tests, and correlation tests to assess the significance of observed differences or relationships in data.
· Knowledgeable in Confidence Intervals, adept at estimating the range within which a population parameter is likely to fall based on sample data.
· Proficient in Regression Analysis, including modeling relationships between variables using techniques such as linear regression, logistic regression, polynomial regression, and ridge regression.
· Analyzed A/B test results using statistical methods to ensure the validity and reliability of findings.
· Experienced in Classification Metrics, evaluating the performance of classification models using metrics such as accuracy, precision, recall, F1-score, ROC curve, and AUC-ROC.
· Familiar with Clustering Metrics, assessing the quality of clustering algorithms using metrics like silhouette score and Davies–Bouldin index.
· Skilled in ANOVA (Analysis of Variance), evaluating differences in means between groups of variables.
· Developed and deployed a machine learning model to predict customer behavior using AWS SageMaker.
· Designed an automated pipeline using AWS Lambda and S3 for real-time data ingestion and batch predictions.
· Managed AWS infrastructure setup, including EC2 for compute resources and CloudFormation for resource management.
· Achieved 90% accuracy in customer behavior predictions, optimizing marketing efforts and customer retention.

Project 1: Generative AI for Text Summarization
**Objective**: Developed a generative AI model to automate summarization of large volumes of textual data.
**Responsibilities**:

- Implemented NLP models using Hugging Face Transformers and Azure AI Studio.
- Deployed models using AWS Lambda and Azure Data Factory (ADF) workflows.

**Technologies**: Python, LangChain, Hugging Face, AWS Lambda, Azure AI Studio, Docker
**Outcome**: Reduced manual summarization time by 70%, improving overall productivity.
Project 2: MLOps Workflow Automation with AWS and Azure
**Objective**: Automated the end-to-end ML pipeline for a recommendation system.
**Responsibilities**:

- Built CI/CD pipelines for ML models using Jenkins and Docker.
- Utilized AWS SageMaker and Azure Databricks for model training and deployment.

**Technologies**: Python, Jenkins, Docker, AWS SageMaker, Azure Databricks
**Outcome**: Achieved a 40% reduction in deployment time, ensuring faster go-to-market.
Project 3: Machine Learning for Customer Churn Prediction
**Objective**: Created a machine learning model to predict customer churn and improve retention strategies.
**Responsibilities**:
 
          - Engineered features from customer interaction data.
         - Trained and fine-tuned classification models using Scikit-learn and XGBoost.
         - Visualized insights using Power BI and Tableau.

**Technologies**: Python, Scikit-learn, XGBoost, Power BI, Tableau
**Outcome**: Enhanced customer retention by 25% through targeted interventions.
Projcet :. AI-Powered Financial Forecasting
**Objective**: Developed AI models for accurate financial forecasting to aid decision-making.
**Responsibilities**:

- Leveraged deep learning models using TensorFlow for time-series forecasting.
- Integrated models with Azure AI Studio and business intelligence tools for visualization.

**Technologies**: Python, TensorFlow, Azure AI Studio, Power BI
**Outcome**: Improved forecasting accuracy by 30%, optimizing resource allocation.
Project 5: Computer Vision for Automated Quality Inspection
**Objective**: Built a computer vision system for automating quality inspection in manufacturing.
**Responsibilities**:

- Designed and trained object detection models using OpenCV and TensorFlow.
- Deployed the system on edge devices for real-time inspection.

**Technologies**: Python, OpenCV, TensorFlow, AWS IoT, Azure Data Factory
**Outcome**: Increased inspection speed by 50% and reduced defects by 20%.

Education
University of Hertfordshire, United Kingdom			
Master’s in Artificial Intelligence and Robotics

Jawaharlal Nehru Technological University (JNTU), Kakinada , India  			
Bachelor of Technology (B.Tech) – Electronics and Communication Engineering
Certifications
· Microsoft Azure AI Fundamentals – AI900
· Oracle cloud Infrastructure 2024 AI Foundations Associate
· Microsoft Azure Data Engineer Associate – DP 203
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